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Abstract— With increasing volume of data and its importance increasing day by day along with its variety. It’s critical to 

analyse the variety of data with relational database with static schema of tables. The variety that flows as an information 

through various social media tools as text, images, videos, emoticons etc. cannot be analysed with the similar schema using 

Sequential Query Language. NoSQL works for the variety of data that we receive from the social media and Cassandra DB 

was designed as a cross platform with Big tables by Google and Dynamo by Amazon  
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I. INTRODUCTION 
 

Cassandra is an Open source distributed database management system for analysing large amounts of data across various 

commodities. Cassandra is defined as “NoSQL” or “Non-Relational” database and it is a combination between “Key-value 

Store” and a “Column-Orientated” database. Cassandra was initially created at Facebook with combination of Google Big 

Table and Amazon Dynamo. It was created to power the “Inbox Search” feature at Google. Cassandra was released as open 

source in July of 2008. It became an Apache Incubator project in February of 2009 and it became a full level project a year 

after that. Cassandra was modeled after Google’s “Big Table” and Amazon’s “Dynamo”. Cassandra even has similarities to 

a “Relational Database”, but more flexible. 

 

Apache Cassandra is an open source largely scalable NoSQL database. Cassandra excels at being the underlying database 

for modern online applications that need extremely fast read and write operations. It can analyse the distribution of data 

across multiple data centres and cloud availability zones, and offers online additions of capacity via new nodes while 

providing continuous availability for the system as a whole. Columns – A “Column Family” is similar to a “Table” in a 

relational database except much more flexible 

 

Cassandra encourages “Denormalization” as oppose to relational “Normalization”. A “Column Family” is similar to a 

“Table” in a RDBMS because it has columns and rows. Relational database tables use a predefined, fixed schema. Column 

families do not which makes them very flexible. Cassandra’s data model promotes “Denormalization” which is the complete 

opposite of the relational database. Columns can be created on the fly. Cassandra is sort of in its own data model class but 

can be described as a hybrid of a “Key-value Store” and a “Column-Orientated” database.  

 

II. CASSANDRA ARCHITECTURE 
 

Peer to Peer Architecture which is built with the understanding that hardware & software failures can happen. The 

architectures are designed for  

 All nodes are the same. 

 Read/Write can be anywhere. 

 Gossip Protocol implementation. 

 Commit Log Captures for all activities. 
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Key technical differentiators that make Cassandra a winning choice in a cloud-computing environment include the 

following: 

 A built-for-scale architecture that can handle terabytes of information and thousands of concurrent users/operations 

per second as easily as it can manage much smaller amounts of data and user traffic 

 Masterless design that offers no single point of failure for any database process or function; every node is the same, so 

there is no concept of a master node or anything similar 

 Online capacity additions that deliver linear performance gains for both read and write operations 

 Read/write anywhere capabilities that equate to a true network-independent method of storing and accessing data 

 Guaranteed data safety that ensures no loss of data, no matter what node is written to in a cluster 

 Tunable data consistency that allow Cassandra to offer the data durability and protection like an RDBMS, but with the 

flexible choice of relaxing data consistency when application use cases allow 

 Flexible/dynamic schema design that accommodates all formats of big data applications, including structured, semi 

structured, and unstructured data; data is represented in Cassandra via column families that are dynamic in nature and 

accommodate all modifications online. Well suited for cloud deployments Simplified replication that provides data 

redundancy and is capable of being multidata center and cloud in nature. 

 Security that includes authorization and authentication control 

 Data compression that reduces the footprint of raw big data by over 80 percent in some use cases 

 A SQL-like language (CQL – Cassandra Query Language) that lessens the learning curve for developers and 

administrators coming from the RDBMS world 

 It supports key developer languages (e.g.,Java, Python) and operating systems. 

 No requirement for any special equipment; Cassandra runs on commodity hardware  

 Very easy installations in cloud environments including Amazon Machine Images (AMIs) that enable a user to be up 

and running with a multiple-node cluster in minutes. 

 

 
Figure 1: Ring structure node representation 

 

III. FEATURES OF CASSANDRA 
 

The basic features of Cassandra which makes it as an easy implementing cloud deployment tools are: 

 

 Decentralized – No master & no single point of failure. Data is distributed across the cluster 

 Replication – Tailored for multiple-data center deployment 

 Scalability – New machines can easily be added with no downtime or interruption 

 Fault Tolerance – Failed nodes can be replaced with no downtime 

 Cassandra Query Language (CQL) – An SQL-like alternative 

 Always On Architecture – Continuous availability with no downtime 

 Faster linear-scale performance 

 Operational Simplicity – Administration is simplified 

 Transaction Support 

 No new equipment required - Very economical 
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IV. CQL (CASSANDRA QUERY LANGUAGE) 
 

CQL is very similar to SQL (Structured Query Language) in terms of syntax and commands Statements directly change data 

and/or change the way data is stored 

 Maximum flexibility when distributing data. 

 Easy to replicate across multiple datacenters. 

 Easy to replicate in the cloud. 

 Read and write to any node and all changes will sync automatically. 

 All statements end with a semi-colon. 

 

SELECT * FROM users; 

 Key spaces – A Key space is similar to a “Schema”. A Keyspace is a “container” for your data Similar to a Schema in 

an RDBMS. Used to group Column Families together, a Cluster has one Keyspace per application. Serves as a container 

for database objects such as tables and indexes, and is where the level of replication is set. It is analogous to a Microsoft 

SQL Server or MySQL database. The Figure 2 shows the creation of Key space video dB with the columns. 

 
Figure 2: Keyspace and Column creation 

 

 Replication is controlled on a per-keyspace basis. Simple Strategy – Use this for a single data center. It places the first 

replica on a node determined by the partitioned. Does not consider topology. 

 Network Topology Strategy - If you plan to have your cluster span across multiple data centers. Specifies how many 

replicas you want in each data center. 

 Table – Sometimes referred to in Cassandra literature as a column family, it is the primary object used to store data. A 

Cassandra table looks a lot like an RDBMS table on the surface, but actually it is a sparse data object that provides much 

more flexibility. 

 Index –An index in an RDBMS, it is a mechanism used to improve the performance of some queries 

 

V. DATASTAX 
 

A key benefit of DataStax Enterprise is the tight feedback loop it has between real-time applications and the analytics and 

search operations that naturally follow. Traditionally, users would be forced to move data between systems via complex ETL 

processes, or perform both functions on the same system with the risk of one impacting the other. In big data environments, 

this process can be time consuming and burdensome. With DataStax Enterprise, real-time, analytic, and search big data 

operations take place in the same distributed system, but users have the ability to dedicate certain nodes solely for analytics 

or search so their workloads don’t slow down real-time processing. Users simply define one or more replica groups, and 

configure the role of each – one or more Cassandra, analytics, and search nodes. Writes are instantly replicated between all 

nodes. With DataStax Enterprise, users truly have the best of all worlds for their online database applications. They have all 

the power of Cassandra serving their highest-volume and high-velocity, real-time applications; the power of running analytics 

on their Cassandra data; and enterprise search on that same data in one distributed database.  
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The result is smart workload isolation for big data/online applications that is much simpler to manage and more reliable 

than any alternative. 

 
Figure 3: DataStax Dev Center 

 

The CQL helps to design and implement the queries in DataStax. Before designing the entity relation diagram is designed 

tfoe development which give the overall structural view. The entities and their relationships are considered during table 

design. Queries are best designed to access a single table, so all entities involved in a relationship that a query encompasses 

must be in the table. DataStax Enterprise uses single table-single query approach, queries can perform faster. Names and 

Ids are identified as ‘K’ for primary key and ‘C’ for clustering key in the table. 

 

VI. CONCLUSIONS 
 

The DataStax Dev Center and OpsCenter enhances the working functionality with comprehensive security feature of any 

NoSQL for the cloud. DataStax is deployed with confidence in cloud environments where data security is a top priority 

because it contains the types of security capabilities that modern enterprises need for data protection, including strong 

authentication, authorization, encryption, and data auditing capabilities. Moving to a cloud-based infrastructure necessitates 

choosing a database that is capable of fully utilizing all the benefits the cloud provides. The implementation of Cassandra 

helps to understand the cluster creation and implementation using cloud infrastructure. Creation of tables and keyspace 

helps to organize the structure with ease. As single table is used for query processing, it results in faster processing for large 

data. The cluster helps to maintain the data consistency without the loss of data during the time os failure.   
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